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Abstract

Recommender systems for technology-enhanced learning are examined in relation
to learners’ agency, that is, their ability to define and pursue learning goals. These
systems make it easier for learners to access resources, including peers with whom
to learn and experts from whom to learn. In this systematic review of the literature,
we apply an Evidence for Policy and Practice Information (EPPI) approach to examine
the context in which recommenders are used, the manners in which they are
evaluated and the results of those evaluations. We use three databases (two in
education and one in applied computer science) and retained articles published
therein between 2008 and 2018. Fifty-six articles meeting the requirements for
inclusion are analyzed to identify their approach (content-based, collaborative
filtering, hybrid, other) and the experiment settings (accuracy, user satisfaction or
learning performance), as well as to examine the results and the manner in which
they were presented. The results of the majority of the experiments were positive.
Finally, given the results introduced in this systematic review, we identify future
research questions.

Keywords: Recommender systems, Collaborative filtering, Content-based filtering,
Systematic review

Introduction
Recommender systems are “tools and techniques that suggest items that are most

likely of interest to a particular user” (Ricci, Rokach, & Shapira, 2015, p. 1). They con-

stitute a powerful method to help users to filter for the products that are most likely to

be chosen, out of a very large number of products. They use algorithms that account

for, among other elements, the user’s browsing patterns, searches, purchases and pref-

erences (Konstan & Riedl, 2012). Research into recommender systems is evolving rap-

idly, and such systems are being leveraged in more and more specific domains

(Ekstrand, Riedl, & Konstan, 2011), particularly in the domain of technology-enhanced

learning (TEL) given the digitalisation of learning and the growth of educational data

(Drachsler, Verbert, Santos, & Manouselis, 2015).
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Literature reviews published in recent years about recommender systems in education

have considered specific approaches and methods. For example, Tarus, Niu, and Mustafa

(2018) looked at ontology-based recommenders. Although they identified that ontology-

based recommendation combined with other recommendation techniques is widely used

to recommend learning resources, they did not closely examine the techniques that could

be used with this recommendation. Other reviews considered the application domain.

Verbert et al. (2012) presented a context framework for TEL, with different contextual

variables: computing, location, time, physical conditions, activity, resource, user, and social

relations. They surveyed 22 recommender systems, not papers in which these systems

were the subject of experiments, and they did not explain how they chose the systems.

Rahayu et al. (2017) conducted a systematic review of recommender systems in a study

on the pedagogical use of ePortfolios. Furthermore, others have looked at issues related to

recommender systems: Camacho and Alves-Souza (2018) compiled papers using social

network data to mitigate the cold-start problem, which is caused by not having enough

items or learners to initiate a recommender system (Tang & McCalla, 2009). Erdt, Fernan-

dez, and Rensing (2015) conducted a quantitative survey in which they discussed methods

for evaluating recommender systems (type, subject and effects). Although the results of

the aforementioned studies are enlightening, it should be noted that there is a lack of in-

formation regarding search strategies (e.g., descriptors used for selecting articles) and cri-

teria for inclusion and exclusion. Finally, the chapter by Drachsler et al. (2015) in The

Recommender Systems Handbook, “Panorama of Recommender Systems to Support

Learning,” mainly provided an overview of recommender systems from 2010 to 2014.

When they considered more recent publications based on empirical data, they did not

mention the search strategy.

Recommender systems are guides that can help teachers find solutions to their docu-

mented needs in a context where teachers are responsible for their own professional

development and showing agency, a concept we define below (Deschênes & Laferrière,

2019). Teachers have reported that they wish to receive recommendations for resources

or people based on their preferences, goals and search topics or recommendations for

resources other teachers found interesting and useful. We therefore wanted to examine

whether recommender systems that recommend learning resources or people (peers or

experts) are a promising solution.

We focused on articles discussing recommender systems that support the recommen-

dation of resources in a learning context. To this end, we identified and analyzed 878

articles and retained 56. This paper is structured as follows: we first describe the rec-

ommender systems for TEL, particularly the different techniques and ways to evaluate

the systems. Then, we present the methodology we used to perform the systematic re-

view. Finally, we present our results and we discuss the main findings, identify their

limitations and provide recommendations for future research.

Recommender systems for technology-enhanced learning
The role of recommender systems is twofold (Ekstrand et al., 2011). Its first task is to

predict value: how much will the user value a given resource? The answer is usually

presented on the same scale as the one used by the evaluation system (for example, a

number of stars). The second task is to recommend resources: what are the N re-

sources most likely to be of high value to a given user? The answer is presented as a
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top-N recommendation, or simply sorted by expected value, such as when performing

a search in a search engine, with the most relevant results at the top.

Preferences may be expressed either explicitly or implicitly. Implicit preferences are

gathered through the user’s actions. These actions are very telling about the user’s pref-

erences, even if they are unaware of it: clicking on a link (advertisement, search result

or cross-reference), purchasing a product, following someone on a social network,

spending time watching a video or listening to a song, etc. For explicit preferences, the

system asks the user to rate an item. This can be done using a variety of paradigms,

such as a scale of 0–5 stars (with or without half points), positive or negative votes, or

only upvotes. These data are harder to collect, since they require user action and thus

more effort compared to implicit data.

The rise of the use of recommender systems in various contexts (such as Netflix and

Amazon) has also been seen in education, as mentioned in the chapters “Recommender

Systems in Technology-Enhanced Learning” and “Panorama of Recommender Systems

to Support Learning” in the 2011 and 2015 editions of the Recommender Systems

Handbook. In the context of TEL, recommender systems can assist in carrying out a

learning activity, viewing content, taking a course, joining a community, contacting a

user, etc. (Santos & Boticario, 2015). However, the recommendation of resources in a

learning context is different from the recommendation of products in a commercial

setting (Winoto, Tang, & McCalla, 2012). On this topic, Drachsler, Hummel, and Koper

(2008) refer to Vygotsky (1978) zone of proximal development to support the theory

that a recommender system should suggest resources that are slightly higher than the

learner’s current level.

Learners’ agency

Agency is defined as “[a] learner’s ability to define and pursue learning goals”

(Brennan, 2012, p. 24). Agency is manifested through self-directed learning behav-

iour, that is, “[a] process in which individuals take the initiative, with or without

the help of others in diagnosing their learning needs, formulating learning goals,

identifying human and material resources for learning, choosing and implementing

appropriate learning strategies, and evaluating learning outcomes” (Knowles, 1975,

p. 18). Agency exists at the intersection of self-determination (an autonomous, au-

thentic free will to learn) and self-regulation (the exercise of agentic, self-

controlled learning activity), a relationship that Jézégou (2013, p. 183) describes as

interdependent. Carré (2003, p. 56) represented the articulation of these three con-

cepts (Fig. 1) as follows:

Identifying human and material resources for learning presents a significant chal-

lenge: many resources exist, but not all are being used, or are even known. Self-

regulated learners, that is, those who take control of their learning, must manage their

resources, environment and context, as well as their tools (Butler, 2005; Mandeville,

2001). To assist them in recognizing and managing resources to further the goals they

have chosen, we must provide the necessary resources, using the benefits identified by

the community. Recommender systems are therefore an interesting avenue to consider

in a context where we wish to support the user in their learning process while simul-

taneously acting within their zone of proximal development.
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There is, however, some level of uncertainty regarding the processes involved in sup-

porting a learner’s agency. The structure (the rules, roles and resources, both explicit

and assumed) required to support agency is a central question (Brennan, 2012). Ac-

cordingly, the tension between agency and the provided external structure must be a

concern for designers of networked learning environments. Rather than set agency and

structure in opposition to each other, Brennan maintains that they are mutually re-

inforcing concepts, and she proposes using structure to shape agency, converging at

the concept of zone of proximal development, while also tying in the concept of “script-

ing,” that is, structuring elements that support agency.

Brennan recommends five strategies that designers of learning environments can

adopt to support agency. Among those, “support access to resources” implies making

resources available at the right moment, in the right format and at a level fitting the ex-

pectations of the learner, whether or not those resources are centralized. Drachsler

et al. (2008) argue that, in a context of lifelong learning, personal recommender systems

in learning networks are necessary to guide learners in choosing suitable learning activ-

ities to follow.

Therefore, of the tasks that recommender systems can support (Drachsler et al., 2015),

here we will examine the following: finding good items (content), finding peers, and sug-

gesting learning activities. Tasks that do not fit well in the context of supporting agency,

on the other hand, will not be covered in this review. One is the recommendation of

learning paths: as agency “accounts for the individual’s personal control and responsibility

over his or her learning” (Carré, Jézégou, Kaplan, Cyrot, & Denoyel, 2011, p. 14), we won-

dered whether learning path recommendations would constrain rather than foster agency.

Assuming that learners show agency when they determine, influence and personalize their

learning paths, which are behaviors that manifest agency (Blaschke, 2018; Klemenčič,

2017), does a system restrain or expand agency when recommending learning paths? One

may say, it depends whether the selection and sequencing of resources stimulate or not

the learner’s agency. That said, we recognize that the sequencing of items is an important

part of regulation (Straka, 1999) and that it may have value at least for beginners. In the

Fig. 1 The double dimension of self-direction in training (Carré, 2003, p. 89)
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learning sciences, this has been debated at length by those favourable to scripting, for ex-

ample, online collaborative learning (Fischer, Kollar, Stegmann, & Wecker, 2013). This is

why, to support the agency of learners, it seems more appropriate to present the range of

resources that could allow them to achieve their goal, then let them negotiate and create a

meaningful learning path for themselves, rather than to provide a predefined learning

path. By doing so, we emphasize the principle of epistemic agency (Scardamalia,

2000; Scardamalia & Bereiter, 2006), which refers to the control people have over

the resources they use to achieve their goals. The other task that will not be cov-

ered here is predicting learning performance, as the focus of our work does not

necessary take place in a formal context.

Recommendation techniques

The principal recommendation techniques are content-based, collaborative filtering,

and hybrid. Content-based recommender systems recommend items that are similar to

the ones that the user has liked in the past (Ricci et al., 2015). These systems may use a

case-based approach or an attribute-based approach (Drachsler et al., 2008). The first

one assumes that if a user likes a certain item, this user will probably also like similar

items, and the second one recommends items based on the matching of their attributes

to the user profile.

Recommender systems based on collaborative filtering leverage the preferences of

other users to provide a recommendation to a particular user. Such systems are called

collaborative because they consider two items (book, movie, etc.) to be related based on

the fact that many other users prefer these items, rather than by analyzing all of the at-

tributes of the items (Konstan & Riedl, 2012). Many different methods may be used to

analyze the items; two of them, user-based and item-based, are described below.

In a user-based approach, users who rated the same item similarly may have the same

tastes (Drachsler et al., 2008). One can then recommend to a user items that are well

rated, either by similar users or by users they trust. The user-based collaborative filter-

ing concept requires calculating the distance between pairs of users, based on their

level of agreement about items they have both rated (Konstan & Riedl, 2012). Systems

based on this approach predict a user’s appreciation for items by linking this user’s

preferences with those of a community of users who share the same preferences (Her-

locker, Konstan, & Riedl, 2000).

The item-based collaborative filtering approach, on the other hand, recommends items

that are preferred by similar users, based on user data instead of ratings (Drachsler et al.,

2008). The system calculates the distance between each pair of items based on how closely

users who have rated the items agree. This distance between pairs of items tends to be

relatively stable over time, such that the distances can be pre-calculated, meaning recom-

mendations can be generated faster (Konstan & Riedl, 2012).

Finally, techniques can be combined in various ways to create a hybrid recommender

system. Adomavicius and Tuzhilin (2005, p. 740) illustrate how content-based and col-

laborative methods can be used to:

– Implement collaborative and content-based methods separately and combine their

predictions
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– Incorporate some content-based characteristics into a collaborative approach

– Incorporate some collaborative characteristics into a content-based approach

– Constructing a general unifying model that incorporates both content-based and

collaborative characteristics

Obviously, other techniques can be combined using the same processes.

Evaluation of recommender systems

Many strategies may be used to evaluate recommender systems. The choice of a strat-

egy should take into account the tasks that the system supports as well as the nature of

the data sets (Wan & Okamoto, 2011; Whittaker, Terveen, & Nardi, 2000). Beyond

technical considerations, we must account for the needs and characteristics of learners

(Manouselis, Drachsler, Vuorikari, Hummel, & Koper, 2011). There are three types of

experiments (Gunawardana & Shani, 2015):

– Offline experiments use a protocol and existing data to evaluate the system’s

performance. Generally, offline experiments use data sets that mimic user

behaviour to tweak the parameters of an algorithm, or to compare different

approaches.

– User studies require enlisting users, asking them to perform multiple tasks

requiring interaction with the system, and collecting data about these interactions.

Users are asked a few questions after they complete certain requested tasks.

– Online experiments evaluate the system’s performance under real-life conditions,

with the users being oblivious to the experiment being conducted. They measure

the change in user behaviour as the result of interacting with different recom-

mender systems.

Research methodology
A systematic review is defined as “a review of existing research using explicit, account-

able rigorous research methods” (Gough, Oliver, & Thomas, 2017, p. 2). It is a type of

review that searches for, appraises and synthesizes the results of research (Grant &

Booth, 2009). The Evidence for Policy and Practice Information (EPPI) approach that

we have followed is characterized by the use of explicit and transparent methods with

the following steps: define the question, search the literature, extract relevant data,

analyze data, and interpret and situate findings. Explicit methods improve the internal

validity of the process and offer a critical assessment of scientific knowledge that can

be leveraged for decision-making (Bertrand, L’Espérance, & Flores-Aranda, 2014). To

define the criteria for inclusion and exclusion, as well as the search strategy and evalu-

ation and analysis criteria, we relied on the characteristics of recommender systems,

particularly recommender systems for TEL.

Research questions

In this literature review discussing recommender systems that aim to suggest resources

in a learning context that supports the learner’s agency, we are focusing on the follow-

ing specific questions:
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– RQ1: What are the resources recommended, and what techniques were used to

recommend them?

– RQ2: How were experiments performed to evaluate these recommender systems?

– RQ3: What were the results of these experiments and how were they presented?

Criteria for inclusion and exclusion

The articles we wanted to analyze had to meet a number of criteria. The peer-reviewed

articles, written in English between 2008 and 2018, had to deal with a recommender

system in a learning context. The systems had to recommend resources and describe

the way in which the recommendations were made (algorithms, approaches). As men-

tioned earlier, we excluded articles that recommended learning paths, since learning

paths restrict agency more than they support it. Finally, the articles retained had to de-

scribe how the prototype or systems suggested were evaluated, according to either the

quality of the resources recommended or the impact of the recommendations. We thus

excluded articles that only presented an appraisal of algorithmic performance (speed of

execution of algorithms, for example). Finally, the data used had to be real and not sim-

ulated. Articles that used generated data sets, or data sets extracted from other contexts

(for example, MovieLens) for their evaluations, were therefore excluded.

Search strategy

To find articles that cover recommendations systems in a learning context, we selected

three databases. The two databases selected in education were chosen for their broad

scope: Education Source (over 1000 journals) and ERIC (over 250 journals). As the sub-

ject of this review is related to technology and informatics, a database in computer sci-

ence was added: Computers & Applied Sciences Complete (over 480 journals). These

databases use different thesauruses, so the search criteria were different depending on

the database. Searches in the education databases looked only at recommender systems,

since the context is implicitly education. Searches in the applied computer science

database looked at the intersection of a search on recommender systems and a search

on education.

Searches in the three databases leveraged the union of the sets of results from

searches by controlled vocabulary (using descriptors [DE] in Education Source and

ERIC and subject items [ZU] in Computers & Applied Sciences Complete) and by free

vocabulary (title [TI] and abstract [AB]). The terms used in the controlled vocabulary

searches were chosen after an iterative process in which we looked at subjects used in

publications related to recommender systems. The searches were performed in January

2019 (Table 1).

Analytical process

The references were imported into Rayyan1 in order to identify duplicates and analyze

the articles by title and abstract. The references to articles that remained after this step

were imported into a reference management application (Mendeley2) to allow for anno-

tations when reading the full articles. Though the author screened and evaluated the

1https://rayyan.qcri.org/
2https://www.mendeley.com/

Deschênes International Journal of Educational Technology in Higher Education           (2020) 17:50 Page 7 of 23

https://rayyan.qcri.org/
https://www.mendeley.com/


articles, the identification process was performed with the help of a documentation spe-

cialist, and the thesis director supervised the conduct of the review. Regarding the

interrater reliability of the process, 10% of the articles (88 randomly selected articles)

were submitted to a knowledgeable computer scientist who applied the same selection

criteria. According to Cohen’s kappa, which is a coefficient of interrater agreement for

nominal scales (Cohen, 1960), the coding consistency for inclusion or exclusion of arti-

cles between the two raters was κ = .82. To ensure a rigorous process, we also examined

the intrarater reliability, which is a measure of self-consistency that aims to investigate

the reproducibility of the measurements (Gwet, 2014). One year after the first screen-

ing, we reconducted the screening for another 10% of the articles. All inclusion/exclu-

sion decisions remained the same, except for one paper that was included in the first

screening and then excluded the second time. After verification, it was excluded at the

next step (full article reading), so the decision was still the same.

Evaluating the quality of the full articles left us with articles that fit all the parameters

stipulated in our research questions and met the inclusion criteria listed previously. To

do this, we used a table in which we inventoried the main required elements: the rec-

ommendation context, the recommendation approach used, the experimental method

and the results of the experiment. If an article did not provide an answer to all these el-

ements, it was excluded.

Finally, the last step in the analysis was performed in Excel by the author. Each article

retained was submitted to a content analysis based on thematic units. The coding sys-

tem developed included information about the article, the recommender system (items,

supported tasks, technique, presentation of the algorithm), the experiment settings

(data, comparison, participants, methods) and the results of the experiment (measure-

ments, results, visualization, comments). The majority of the information was written

by the author of the article; therefore, we sometimes had to infer data. For example, we

had to deduce the technique used by some recommender systems from their algorithm

or illustration. The results are shown in the next section.

A total of 1014 references from three databases were considered; 136 duplicates were

removed, and 878 were analyzed by title and abstract. We excluded articles that were

not based in a learning context (538 articles), did not discuss a recommender system

(112 articles), were not in English (5 articles) or were retracted by their author (1 art-

icle). The remaining 222 articles were then read in full and were evaluated and

Table 1 Requests by database

Database Request Number of results

Results Since
2008

Peer
reviewed

Education Source DE “Recommender systems” OR TI “Recommend* system*”
OR TI “Recommender*” OR AB “Recommend* system*”
OR AB “Recommender*”

435 376 343

ERIC DE “Data Analysis” AND DE “Individualized Instruction” OR TI
“Recommend* system*” OR TI “Recommender*” OR AB
“Recommend* system*” OR AB “Recommender*”

325 221 144

Computers & Applied
Sciences Complete

(ZU "recommender systems" OR ZU "recommender systems
(information filtering)" OR TI "Recommend* system*" OR TI
"Recommender*" OR AB "Recommend* system*" OR AB
"Recommender*") AND (ZU "learning" OR ZU "education"
OR TI learn* OR TI education* OR AB learn* OR AB
education*)

593 550 527
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analyzed. We excluded articles that did not discuss resource recommendation (70 arti-

cles). We also excluded articles where the evaluation was incomplete or missing (42 ar-

ticles), the systems were not recommender systems (39 articles), the system approach

or algorithm was not covered (11 articles) or the application was in a context other

than learning (13 articles). Figure 2 summarizes the process we followed, Fig. 3 shows

the number of included papers by database, and Fig. 4 shows the number of included

papers with variation by year: A file with all included references is available at the

Additional file.

Results
Results are shown according to the way they answer each of the three research ques-

tions. The first section shows the supported tasks and the techniques used, the second

section shows the experiments documented in the articles, and the last section shows

the results of the experiments.

Supported tasks and recommendation techniques in use (RQ1)

We first focused on the tasks that the inventoried recommender systems support, and

the ways in which these systems express ratings. We also looked at the techniques used

and how they were reported.

Supported tasks

For this systematic review, the following supported tasks were considered, according to

their capacity to support learner agency: finding good items, suggesting learning activ-

ities and finding peers. Their distribution and variation over the years are shown in

Figs. 5 and 6.

Fig. 2 PRISMA flow diagram
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We identified multiple types of “good items” recommended by the systems analyzed:

books, learning content, publications (forum or blog posts, articles, etc.), learning ma-

terial, learning objects, papers and videos. In the large majority of cases, the systems

were meant for students.

Recommendation techniques in use

In order to complete tasks, such as finding good items (content), finding peers and sug-

gesting learning activities, the recommender systems documented in the retained arti-

cles use different techniques, as shown in Figs. 7 and 8.

The conduct of experiments (RQ2)

To answer the question about how the experiments were conducted, we looked at the

experiment goals and settings and at the types of experiments. For all three types of ex-

periments, we looked at the metrics used as well as the participants involved.

Settings

Experiments were conducted with students or learners (38 articles), users (9 articles),

staff members (3 articles), participants (1 article) or readers (1 article), and 4 articles

Fig. 3 Number of included papers by database

Fig. 4 Number of included papers by database and year
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mentioned experiments with multiple groups (students and teachers; students and staff

members; students and community members; mentees and experts).

Out of 39 articles (69.6%) showing comparisons, 8 had a comparison group consisting

of participants who did not receive recommendations. In 22 cases, the comparison was

against other recommendation techniques. In 11 cases, the parameters of the algorithm

were compared. In one case, the comparison was between the levels of the participants

(the effects on a group of novices compared to the effects on a group of more advanced

participants).

Finally, 12 articles described experiments that used a “training set” and “test set”

strategy. The training/test ratio used was 80/20 (5 articles), 70/30 (3 articles), 65/35 (2

articles) and 28/1 (1 article). Only one article used a training set smaller than the test

set (9/12).

Types of experiments

Since making recommendations in a learning context differs from making recommen-

dations in a marketing context (Winoto et al., 2012), many authors, including Fazeli et

Fig. 5 Supported tasks

Fig. 6 Supported tasks by year
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al. (2018), argue that accuracy is not the only metric to consider. Figure 9 shows the

types of experiments used in the articles analyzed. Some articles show results that are

applicable to more than one type of experiment.

Unsurprisingly, in the 30 articles concerning experiments testing accuracy, the evalu-

ation metrics most commonly used are precision, recall and the F1-measure. In 13

cases, these metrics were used together. Only 2 articles recount experiments using pre-

cision without the other two metrics; 2 more used recall alone, and only 1 presents

solely F1 results. Table 2 shows the number of articles using each metric where p is

prediction, r is rating, N is the number of items, Nr is the number of relevant items, Ns

is the number of selected items and Nrs is the number of relevant and selected items:

Rank accuracy metrics can be used, and this was the case for three articles. These ar-

ticles applied normalized discounted cumulative gain (NDCG), a measure used when

graded relevance values are available, and average reciprocal hit rate (ARHR, also

known as mean reciprocal rank [MRR]), which is used for evaluating the ranking of the

top-n recommender systems.

For user studies (user satisfaction), the data gathered are sometimes quantitative: for

example, how many times a recommendation was clicked, or whether a subject looked

at a recommendation (determined by tracking eye movement). The data are sometimes

qualitative (for example, the subject’s state of mind, or whether the subject enjoyed the

Fig. 7 Techniques used in retained articles

Fig. 8 Techniques used by year
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system), often obtained through questionnaires filled out before, during or after a rec-

ommendation system is used, which can be advantageous compared to offline and on-

line experiments.

User studies were the type of evaluation most often used in the articles analyzed, as

they were used in 32 articles (57.1%). Of those, half indicated that they evaluated user

satisfaction. Others mentioned evaluating perceived quality (7), usefulness (3), helpful-

ness (2), acceptance (2) and motivation (1). In all cases, user feedback was gathered

using a survey (often included directly in the application). Among those, one article

specified using a feedback form, another specified using two surveys, and two articles

mentioned using interviews to gather data on user appreciation.

Finally, one way to carry out online experiments is to redirect a portion of users to

different recommender systems (or techniques, or parameters) and record interactions

between users and the different systems. In such cases, we consider the effect of the

Fig. 9 Types of experiments

Table 2 Evaluation metrics

Measure Definition Equation N %

Precision The ratio of relevant items selected to the number of items
selected.

P ¼ Nrs
Ns

20 66.67

Recall The ratio of relevant items selected to the total number of
relevant items available.

R ¼ Nrs
Nr

20 66.67

F1 The combination of precision and recall measures, because
it is possible to increase one at the expense of the other.

F1 ¼ 2PR
PþR

14 46.67

Accuracy rate Ratio of good recommendations to all recommendations. AcR ¼ Nr
N

7 23.33

Mean
absolute
error

The divergence between prediction and actual opinion.

MAE ¼

Xn

i¼1

jpi−rij
N

5 16.67

Coverage The ratio of items for which a recommender system can
provide recommendations.

Coverage ¼ Ns
N

4 13.33

Root mean
squared error

Mean Squared Error (MSE) is a metric that penalizes more
major errors than minor errors, but does not offer an
intuitive scale. RMSE repositions MSE results along a more
intuitive scale.

RMSE ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Xn

i¼1

ðpi−riÞ2

N

vuut
1 3.33

Average
rating

The average rating from all the users.

AvR ¼

Xn

i¼1

ri

#ratings

1 3.33
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recommender systems on the learner’s performance to be behaviour modifications.

Only 10 of the 56 articles (17.9%) analyzed included an evaluation of the repercussions

of the recommender system on learning. In all cases, the effects of the recommender

systems on learners’ performance were measured based on tests performed on the stu-

dents. Nine articles out of ten used two data points (pretest and post-test), while only

one used three data points (pretest, midterm exam and final exam). In all 10 articles,

authors used statistical tests to compare the results obtained: 5 used t-test, 2 used

ANOVA, 1 used ANCOVA, and 2 did not specify the method they used.

Results of experiments (RQ3)

In this section, we will analyze the results of the documented experiments for accuracy,

user satisfaction and learning performance. We will start out by examining how the au-

thors reported their results.

Presentation of results

For each result, we noted the way in which it was conveyed, be it through text, charts

or tables. The following Venn diagrams show, for every experiment type, the various

combinations of methods used to report the results. We can see that for every experi-

ment type, most articles use a combination of text and tables (Figs. 10, 11 and 12).

Results of the experiments

Here we will synthesize the results described in the articles studied, first presenting the

articles that reported experiments testing accuracy, then those reporting user experi-

ments, and last, those focused on learning performance. Since this is a systematic re-

view and not a meta-analysis, we took a step back and analyzed the conclusions drawn

by the authors. As the experiment settings vary and differ, it would be perilous to com-

pare their results.

The 30 experiments evaluating accuracy introduce results for each evaluation metric

used. Studies comparing different algorithm parameters declared positive results (Cre-

spo & Antunes, 2015; Khribi, Jemni, & Nasraoui, 2009). Two articles were more nu-

anced: one because the accuracy of all algorithms was under 84% (Booker, 2009), and

the other because the proposed algorithm was better with small item lists (Benhamdi,

Babouri, & Chiky, 2017).

Studies comparing different recommendation techniques most often concluded by fo-

cusing on the proposed approach that obtained better results (Albatayneh, Ghauth, &

Chua, 2018; Niemann & Wolpers, 2015). The studies comparing hybridization methods

shone a light on the best hybridization techniques (Rodríguez et al., 2017; Zheng et al.,

2015). Finally, some articles concluded by emphasizing the performance of the pro-

posed approach, and solutions to problems encountered, like the problem of sparsity

(Tadlaoui, Sehaba, George, Chikh, & Bouamrane, 2018), which is caused by a lack of

sufficient information to identify similar users (Dascalu et al., 2015). Lastly, some ap-

proaches were proposed and evaluated for accuracy but were not compared. Those

conclusions were relatively positive in terms of precision and recall (Ferreira-Satler,

Romero, Menendez-Dominguez, Zapata, & Prieto, 2012).

Deschênes International Journal of Educational Technology in Higher Education           (2020) 17:50 Page 14 of 23



For user studies, the articles that compared groups that did and did not receive per-

sonalized recommendations came to positive conclusions. For example, Hsieh, Wang,

Su, and Lee (2012) presented results in which most of the experimental group learners

said that the recommender system reduced the amount of effort required to search for

articles they liked. Others were less positive, like Cabada, Estrada, Hernández, Bustillos,

and Reyes-García (2018) and Wang and Yang (2012). Studies comparing algorithm pa-

rameters had positive conclusions (Zapata, Menéndez, Prieto, & Romero, 2013). For

comparisons between techniques, the results highlighted the techniques that lead to

better responses according to the questionnaires, such as in Han, Jo, Ji, and Lim (2016),

who concluded that “[t]he proposed CF recommendation, which considers the

Fig. 10 Ways in which results were reported when evaluating accuracy

Fig. 11 Ways in which results were reported when evaluating user satisfaction
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correlations between learning skills, was observed to be more useful, accurate, and sat-

isfactory” (p. 2282).

The results were also positive for articles that did not describe a comparison (Dascalu

et al., 2015; Guangjie, Junmin, Meng, Yumin, & Chen, 2018). Some of them were also

prospective, like Drachsler et al. (2010), who presented the participant’s ideas for future

developments regarding, among other things, privacy and the possibility of rating the

recommendations they received.

Finally, for each of the 10 articles on experiments that tested learning performance,

the studies demonstrated that post-test results were statistically better for groups ex-

posed to recommender systems (Ghauth & Abdullah, 2010). Of those studies, six made

sure that the groups were of similar levels at the outset, pointing out that pre-test re-

sults did not show significant difference (Wang, 2008). Two more articles mentioned

that the groups were of similar levels without indicating whether statistical tests were

performed on pre-test results, and two more did not mention pre-test scores. Finally,

one article mentioned that “the experimental group outperformed the control group in

terms of overall quality of summary writing in the final exam. However, such a differ-

ence was not revealed between the two groups with respect to their performance in lis-

tening comprehension, reading comprehension, grammar, and vocabulary tests” (Wang

& Yang, 2012, p. 633).

Discussion
Our systematic review of recommender systems in education, particularly in a context

where resource recommendation supports agency, leads us to establish the relevance of

accounting for publication in both education databases and applied computer science

databases.

While studying the context in which recommender systems are used in education, we

established that, in most cases, the systems aimed to find good items and suggest learn-

ing activities, while only two articles introduced systems for finding peers. These ratios

Fig. 12 Ways in which results were reported when evaluating learning performance
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are similar to those identified by Drachsler et al. (2015), who identified 61 articles about

systems that aimed to find good items, 9 that aimed to find peers, and 4 that aimed to

recommend learning activities. We noticed that the main recommendation techniques

(content-based, collaborative filtering, hybrid) that were used followed the same ratios.

We have not identified any clear trend regarding either the tasks accomplished by the

recommendation systems or the recommendations techniques that have been used over

the years.

Content-based recommender systems generate recommendations based on the prod-

ucts’ features and their ratings from the user (Zapata et al., 2013). Their preferences are

usually represented with an attribute or keyword preference vector. Each attribute has

a dimension, and each item has a position in that space, as defined by the vector. Each

user has a preference profile, also defined by a vector. Vectors may be represented in a

number of ways – for example, 0 or 1 representing whether or not the attribute is

present (true or false), or the number of occurrences to include an intensity value.

In the articles, different calculations were used to establish the similarity between two

vectors (the user’s preferences and the features of the item). One of the measures used

is cosine similarity, which corresponds to the angle between these vectors (Oduwobi &

Ojokoh, 2015). Another measure used in the articles is Euclidean distance (Bauman &

Tuzhilin, 2018).

The vast majority of the articles describing collaborative filtering systems employ a

user-based approach (15 articles). Lau, Lee, and Singh (2015) state that “to date, as far as

we have surveyed, item-based CF [collaborative filtering] is yet to be employed prevalently

in the e-learning domain in any significant way” (p. 85). The similarity metrics used vary,

but the Pearson correlation is the most common. Other similarity metrics are Jaccard

similarity, k-means algorithms and the Markov chain model.

Of the four articles that did not use content-based or collaborative filtering techniques,

three used the association rule and one presented a knowledge-based system. The associ-

ation rule is frequently used in sales, to suggest items complementary to those already in

the shopping cart. It is the probability that a user will choose two products divided by the

multiplication of the probability that the user will choose product X by the probability

that the user will choose product Y (Wang, 2008). This approach can be used in a learning

context to suggest complementary resources when the user identifies a resource that may

help them reach their goal. Knowledge-based recommender systems suggest items based

on deductions about the needs and preferences of users (Zapata et al., 2013): “[k]now-

ledge-based approaches use knowledge about how a particular item meets a particular

user need, and can therefore reason about the relationship between a need and a possible

recommendation” (Rodríguez et al., 2017, p. 20).

Finally, systems labelled “hybrid” use a combination of two or more of the techniques

discussed above (Zapata et al., 2013). They use advantages from one technique to offset

the disadvantages of another (Morales-del-Castillo, Peis, Moreno, & Herrera-Viedma,

2009). For example, content-based techniques can be combined with collaborative fil-

tering techniques to handle the cold-start problem (Benhamdi et al., 2017).

The limitations of each approach were documented in previous research, and many

of the authors of the selected articles also mentioned them, particularly in reference to

the cold-start problem (Tang & McCalla, 2009) and the sparsity problem (Dascalu

et al., 2015).
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By looking at experiment settings, we observed that most articles focus only on one

type of experiment (accuracy, user satisfaction, learning performance). This can be ex-

plained by the fact that different types of experiments lend themselves to being per-

formed at different stages of the development process, from prototyping to large-scale

implementation.

User studies were the type of evaluation most often used in the articles analyzed.

However, user studies are very expensive to conduct in terms of both cost and

time, and it can be difficult to recruit a sufficient number of participants. The

biases inherent in this type of experiment are the same as those noted in experi-

ments in other contexts (representativeness of samples, desirability, etc.). It is from

this perspective that Fazeli et al. (2018) proposed a study in which they “traded

loss of experimental control (which would have been obtained by working with

fake users and fake problems) for increased ecological validity (which is obtained

by working with real users, real problems, and real resources)” (p. 304). They used

five user-centred metrics, explicitly establishing a parallel with the learning domain

by using Vygotsky’s zone of proximal development: accuracy, novelty, diversity, ser-

endipity and usefulness.

The results of the evaluation of the system documented are overwhelmingly posi-

tive. The results are also sometimes prospective, looking to improve the system or

continue conducting experiments. Given that we were looking for a way to make

better resources available for learners to pursue a goal, the results confirm that

recommender systems can be a powerful method to support their agency. The

positive results in terms of accuracy, learning performance and user satisfaction so-

lidify our hypothesis that recommender systems can suggest good items, learning

activities, peers and experts based on learners’ preferences, goals and search topics.

The results are presented as text and tables, as is conventional for scientific articles.

Some of the results would benefit from using alternative data visualization techniques;

in online publications, they could even be represented dynamically. For example, in

order to let the reader view the results of each study, we developed a visualization tool

that allows users to filter conclusions according to various parameters: the experiment

type, the year the article was published, the supported tasks and the approach used

(content-based, collaborative filtering, hybrid, other). The tool (see screen capture in

Fig. 13) is available at http://mdeschenes.com/recsys/.

Though we refrained from comparing the results of the different experiments, it

is observed that all the reported results were positive according to the different

measures applied. It seems that researchers did not publish “negative results.”

Could it be that some researchers wait to find an algorithm whose experimentation

is acceptable before publishing, a tendency known as publication bias? This bias

has already been documented in systematic reviews on recommender systems (Gas-

paric & Janes, 2016).

Some initiatives seek to reduce this bias, such as the LAK Failathon, the goal of which

is to offer an explicit and structured space for researchers and practitioners to share

their failures and to help them learn from each other’s mistakes (Clow, Ferguson, Mac-

fadyen, Prinsloo, & Slade, 2016). However, there is still a long way to go before we can

compare different algorithms, in different contexts, with different users.
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Limitations

Even though systematic reviews attempt to bring together all the knowledge in a given

topic, they are not free from limitations (Grant & Booth, 2009). In the identification

phase, we may have missed interesting articles inventoried in databases other than

those used. To mitigate this risk, we used three databases, even though using two data-

bases is considered acceptable. The search terms as well as the various thesauruses used

may be considered a limitation; however, we made sure to attempt multiple iterations

in order to refine the search.

In a similar vein, while it is preferable not to limit the literature to a certain period,

we choose an 11-year period, which we justify by the fact that the topic is of a techno-

logical nature, and technology is a rapidly evolving field. There are undoubtedly inter-

esting articles in other languages that were not retained; we only considered articles in

English.

In the screening, eligibility and inclusion phases, the main limitation is that the deci-

sions were made by the author alone. To reduce bias, we asked a computer scientist to

screen a number of articles to verify the interrater reliability and conducted an intrara-

ter reliability analysis 1 year after the first screening. As well, some article authors did

not explicitly name the approach used (content-based, collaborative filtering, hybrid,

other). In those cases, we had to deduce the method from the explanation they

provided.

As for the quality of the 56 studies used, we kept all those that answered our three

research questions even though some offered few details. Moreover, one might argue

against five of the studies retained since they did not include enough participants. They

document user-centric evaluations that had fewer than 20 participants, the number of

participants considered to be the minimum for user-centric evaluation of recommender

systems (Knijnenburg, Willemsen, & Kobsa, 2011).

Fig. 13 Visualization tool for the conclusions of articles analyzed
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Conclusion
In this literature review, we looked at articles about recommender systems that recom-

mend resources in a learning context. It is not surprising, then, that most of the experi-

ments were conducted on students. However, from an agency point of view, it would

be beneficial to conduct research with learners in a less formal setting. We argue that

these results could also be applicable to both lifelong learning and professional develop-

ment, including professional development for teachers.

We suggest that this systematic review has shown that there is a need to develop peer

recommender systems for TEL. Those peers could be other learners with whom we can

learn, or experts from whom we can learn. It could be applied to learners in a formal

context, and, again, it could be applied to lifelong learning.

As other authors have done before us (including Drachsler et al., 2015; Fazeli et al.,

2018), we maintain that evaluation prototypes should not be limited to accuracy. They

could also consider user studies and online experiments.

When it comes to the need to use online evaluations to investigate the effects of rec-

ommender systems on learning, we suggest not limiting the measurements of effects to

the learners’ grades. As for educational success, which includes but is not limited to

academic achievement, we suggest conducting research that considers aspects other

than grades, such as learners’ engagement in the learning process and achievement of

the goals they have set.

With this in mind, we also suggest not waiting until the end of the development

process to conduct user studies and online experiments. We suggest borrowing the

principle of iteration from design-based research: “During formative evaluation, itera-

tive cycles of development, implementation, and study allow the designer to gather in-

formation about how an intervention is or is not succeeding in ways that might lead to

better design” (Design-Based Research Collective, 2003, p. 7). Thus, ways of document-

ing variation in user satisfaction throughout the iterations should be planned, while ac-

counting for the context in which recommender systems are used.

We also suggest borrowing from co-design and participatory design the idea of in-

volving the users in the design process. This means no longer designing for users (or

on behalf of users), but with users (Spinuzzi, 2005). Our aim is therefore to fulfill the

needs expressed by the target audience and to find solutions to problems, not always to

generalize.
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